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Software-Defined Vehicles
Current state of affairs

• The transition to software-defined vehicles is a giant leap forward for the auto industry 

• Unlike traditional architectures where each ECU has its own processing unit networked via CAN, SDVs use a centralized 
computing platform that consolidates vehicle functions in virtual machines communicating via a shared memory 
protocol 

• Growing trend of function hyper-consolidation into central compute units

• SDV development culture relies on acting fast, reacting fast, and failing fast, which places a lot of pressure on 
executing the secure lifecycle management

• There is a constant need to balance the innovation required for developing advanced automated driving features with 
the stringent safety and security requirements mandated by international standards 

• Maintaining the security posture under these constraints without compromising either safety or security is mandatory 
to secure the future SDV adoption
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DriveOS 
Central computing platform for software-defined vehicles

• Designed from the ground-up as a central computing platform:

• Runs on a high-performance compute device, includes a rich OS either Linux or QNX, safety qualified RTOS, 
Hypervisor, and specialized firmware

• Can support multiple virtual machines and virtualized partitions

• Enables mixed safety and security criticality software 

• Supports advanced AI inference, high-performance computer vision, state of the art graphics, high-end audio, and 
complex safety and security use cases

• Includes advanced networking interfaces and low-overhead interprocess and interVM communication



• Supports multiple redundant boot chains with secure 
boot and trusted setup

• Relies on a Hypervisor to virtualize and isolates resources

• Implements a strict OS security policy to enforce least 
privilege and identity access management

• Offers a trusted execution environment for critical 
operations

• Provides key management and crypto stack PKCS#11 

• Enables updates through secure software update 
management

• Enables secure sensor protocols

• Implements secure networking protocols such as MACsec

• Manages debug and logging infrastructure securely

• Based on defense-in-depth strategy and zero trust model

Software stack with NVIDIA DRIVE Orin
A quick snapshot

DriveOS Security Architecture
Version 6.x software architecture



— Mindset for security vigilance

We must build defenses with the 
mindset that a safety impacting 

breach is imminent.



Central Compute Platforms
Unique Aspects of Software Defined Vehicles

• Fast startup time is necessary despite the complexity of the bootchain and number of sensors, hardware components and 
applications that must be setup and started

• SDVs rely on high-speed Ethernet as the backbone for in-vehicle communication placing constraints on crypto 
acceleration

• Given that many features can be rolled out without the need for a hardware change, there is an expectation of constant 
feature updates and constant expansion of the attack surface

• SDV architectures integrate edge computing capabilities within the vehicle and cloud services outside the vehicle which 
requires secure communication protocols 

• Integration and testing of high-performance computing platforms creates unique challenges especially when security 
breaks backwards compatibility as platforms are locked down and hardened

• The complexity of these systems makes it impossible to handle safety and security as an afterthought



Process Challenges Against Software Defined Vehicles
Unique process challenges

• Fast execution cycle means process needs to be lean and efficient

• Security compliance has to keep up with SDV’s hunger for constant feature development

• If the process is slow and cumbersome it becomes a hindrance; pushing people to find ways to circumvent it

• It is easy for engineers to fall into the trap of checkbox security by reducing the process to a paperwork exercise rather than 
actual risk management

• Complexity of SBOM with the proliferation of open-source software adds another dimension to the difficulty of 
vulnerability management

• Supply chain contains many off-the-shelf components that are not traditionally developed for automotive systems, so 
the burden is shifted to the system integrators.

• Process execution that is heavily weighted on the security verification side means issues are found late when it is 
much more difficult to address security risks



Human Resource Challenges Against SDVs
Unique human resource challenges

• There is still a knowledge gap for cybersecurity in the automotive space

• SDV’s add another stress factor to the workforce as embedded software engineers must adapt to learning to develop 
for service-oriented architectures as opposed to RTOS based architectures

• Training the workforce is still a challenge given the dynamic nature of cybersecurity and the need for continuous 
learning

• Engineers and managers are often skeptical of the need to delay projects to address security concerns: attacks are 
measured by likelihood, but schedule delays are true or false! 

• Engineers may struggle to fully understand risks: complex attacks can still be likely to occur even if we struggle to 
understand them



— Mindset for justifying complacency

Lack of imagination by defensive 
security engineers is not a 

deterrent for offensive security 
professionals.



Technical Challenges Against Software Defined Vehicles
Unique technical challenges

• Domain driven E/E architecture with multiple physical layers of separation offered a challenge to attackers who 
wanted to compromise the deeper layers of the E/E architecture

• The shift to centralized compute platform means the vehicle control software is now perhaps one hop away from the 
external networks making security an even more important problem to tackle:

• More security critical functions are getting integrated with safety functions like Bluetooth/Wi-Fi support for remote parking 
use case in ADAS system

• Software and hardware must work together to mimic physically isolated compute instances: easier said than done

• Complex systems are data rich needing even more access to debug and profiling, which, if not secured, can provide 
attackers with valuable resources for exploits

• Even though update capability is being built, pushing updates to millions of vehicles in a timely fashion is still a 
challenge for OEMs

• Exposure to backend server attacks adds a new dimension that is not always understood or accounted for



Attacker’s State of Affairs
Meanwhile attacks are getting more sophisticated

• SDV’s suffer from vulnerabilities that are common to IT systems and therefore attackers have a lower barrier to entry 
when attacking SDVs 

• Standardization, while desirable from engineering point of view, also makes it easier for attackers to ramp up: hack one 
and apply everywhere

• Most attacks are incentivized by money (vehicle theft), but safety-impacting attacks could also be potentially 
monetized 

• A dangerous false sense of security can occur when systems are mistaken to be secure because attackers are simply 
not knocking on the door yet...



Call To Action
Time to raise the security bar

• Security is prohibitive: it adds high effort, requires specialized expertise, almost guaranteed to impact schedules, 
disrupts the feature execution flow, adds performance delays and increases cost

• Playing catch-up to attackers means we risk being like adjacent industries where security patches and active exploits 
are common and widespread

• Where we like to be?

• Process: we need to execute the secure engineering lifecycle efficiently and seamlessly to meet the constraints of SDVs

• Human Resources: we need to provide the workforce with continuous support and training and reduce engineering overhead

• Technical: we need to build secure architectures and secure code where weaknesses are identified and treated at design and 
implementation time

• When it comes to SDVs, we don’t only need to meet the bar for security, we need to raise it, but how?



Can Generative AI Help?



Augmenting the Security Workforce 
AI assistants' role in bridging gaps

• Not all problems will be solved by AI, but we start with the mindset of asking which problems can AI solve for me...? 

• The ultimate goal is to let security become as seamlessly integrated into the development process as possible through the 
use of AI assistants and agents. 

• Let AI do the busy work that we currently lack the human resources to do

• How can Generative AI help in bridging gaps and allow us to raise the bar for cybersecurity?



Quick Review
The fundamentals

• An oversimplified view of the typical security 
work can be boiled down into: search, 
comprehend, and generate

• With embeddings, we can build Retrieval 
Augmented Generation systems (RAGs) so 
work products like requirements, feature 
requests, architecture, test cases, and even 
code become easily searchable and queried

• Using LLMs, it is possible to improve 
comprehension by summarizing, analyzing, 
finding inconsistencies, and duplicates

• With LLMs we can generate security work 
products from other input using zero shot 
and few shot learnings, perform reviews, etc.

• Reference: Building RAG Agents with LLMs

https://learn.nvidia.com/courses/course-detail?course_id=course-v1:DLI+S-FX-15+V1


AI Assisted V-Model 
Integrating AI assistants throughout the V model

• The V model served us well, now is the time to think about an AI augmented V model

• Areas where we see potential for gap reduction with AI:

• TARA completion and consistency checking

• Requirement generation/search

• Security weakness detection throughout the software architecture

• Secure coding rule violation detection and coaching

• Unit test/Fuzz test auto generation

• Automated continuous security reviews 

• Mining past security analysis to enable engineers to tap into security expertise



TARA Assistant
Removing monotony from TARA Creation

TARA creation is pipelined through a mixture of LLM prompts and RAG based searches:

• Security engineer describes security risks in layman terms 

• AI assistant extracts asset, asset property, and reformulates the risk description as a threat, attack path and local 
damage

• AI assistant then searches through system damages to find the matching damage scenario and inherit impact rating

• Using the ISO21434 definition of attack feasibility metrics, the LLM then rates the attack feasibility and provides 
rationale for each rating

• Full risk score is then automatically calculated 

• Security engineer reviews the output and decides on risk treatment

• AI assistant helps with finding a matching security requirement from requirement database and matching security 
goal

• AI assistant helps in finding a matching cybersecurity claim in case of risk acceptance/transfer

• AI assistant can generate a new claim from the layman language description of residual risk
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Example Output
Auto-generated attack path



Security Requirement Generator
TARA input into requirement generator

• TARA output triggers start of security requirement creation begins

• Engineer articulates the objective that they want to achieve along with 
the source feature that originated the risk

• A program searches through the top matching user objectives to 
identify the closest security requirements that were already created

• A dynamic prompt is created that gives the LLM instructions on how to 
generate the new requirement

• The generated requirement is fed into another LLM call to evaluate the 
requirement quality against security requirement guide

• If the requirement does not meet the guide, the LLM is given 
instructions on what areas to improve when regenerating the 
requirement

• Verification method is generated using few shot learning

• Human receives the final output requirement along with rationale for 
acceptance

• Human decides on making any final modifications



Architecture Weakness Detection
Automate security analysis

• Security analysis is as good as the product documentation

• Automotive systems require traceability which enables deterministic search and analysis

• The trigger point is at the time when the architecture is changing

• Starting from a requirement, all downstream architecture and design fragments can be aggregated to apply a set of 
checks based on past known security weaknesses and weaknesses extracted from databases such as MITRE

• Manual checklists are translated to LLM prompts, which are performed to assess the impact of the change and 
whether an arch weakness is being introduced.



Architecture Security Agent
Identify security weaknesses

• We start with building a database from the requirement to 
architecture traceability tree

• Using the LLM, we pass UML diagrams source syntax 
describing software interactions and append it to the 
architecture text fragments from the database

• Now that we have a database of all requirements and design 
artifacts, the agent can be instructed to iterate through each 
requirement and perform LLM-driven security checks in 
search for common security weaknesses

 



Transform Security Checklists into Prompts
Prompt example based on CWE-657

Prompt:

"You are a cybersecurity expert reviewing a software architecture document for an embedded system. The architecture 
should adhere to secure design principles, such as least privilege, defense in depth, fail-safe defaults, separation of duties, 
and secure failure handling. Analyze the document to identify any potential violations of CWE-657: Violation of Secure 
Design Principles." 

Specifically, look for:

1. Lack of Privilege Separation: Check if any component or module has more access rights or privileges than necessary 
for its function. Identify instances where least privilege is not enforced.

2. Inadequate Defense in Depth: Look for missing layers of security controls. For example, see if there is a lack of 
redundancy in critical systems or if a single point of failure could lead to a security breach.

3. Failure to Enforce Secure Defaults: Identify if the system or components default to insecure settings or 
configurations, particularly in access control or network communications.

4. Improper Segmentation of Critical Functions: Check if critical components (e.g., those handling sensitive data or 
controlling physical processes) are not adequately isolated from non-critical components.

5. Absence of Secure Failure Handling: Determine if the system lacks mechanisms to handle failures securely, such as 
failing open instead of closed or not logging and alerting security-relevant failures.

Output a detailed assessment of any detected violations, referencing specific sections or elements in the architecture 
document, and provide recommendations to mitigate these issues to comply with secure design principles



Architecture Weakness Analysis Agent
Demo Over Software Update Functionality



SAST Assistant
Explain security rule violations and recommend fixes

• Problem: 

• Developers struggle to make sense of coding rule violations 

• When fix is made, it is not clear that the fix is sufficient

• Solution:

• A SAST tool checker uses LLM to explain the coding rule violation and suggest a workaround



SAST Assistant
Example patch of Cert Rule INT30_C



Conclusion
Raising the security bar is possible

• Central compute architectures are here to stay as a key enabler for software defined vehicles

• These architectures bring along some unique challenges along process, human and technical aspects

• Generative AI is not only helping us in meeting the security bar but also raising it through the following:

• Seamless integration of security work products within the V-Cycle to support the feature/speed-hungry development of SDVs

• Bridging the workforce gap by providing engineers with assistants that can guide and aid in work product creation

• The use of AI agents allows both producing and verifying the security work products to give the human a high-quality output 
and increase confidence in AI output

• Reducing the effort impact on the development cycle taking away the incentive to compromise on security

• Eliminating the psychological barrier by engineers who find security a tedious and daunting task 

• Looking at the future we need to:

• Consider all aspects of the secure development lifecycle to identify workloads that can be 'LLM-ized’

• Focus on optimizing AI output quality 

• Free up engineering time to look at hard problems such as optimizing performance, improving usability without the need to 
lower product security
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